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Abstract—Low-level driving-behavioral data often display sta-
tistical patterns such as periods of turning, braking and accelera-
tion, as well as different combinations of these. Collectively, these
patterns can be regarded as a language of “driving primitives,”
i.e. building blocks for more complex maneuvers. Such a language
allows us to reason about more meaningful driving behaviors,
e.g. overtaking and merging, by regarding them as sequences of
primitives.

In this paper we introduce a new approach for automatically
segmenting a sequence of data into primitives. Segmentation,
followed by clustering, allows us to build a language of primitives
quickly and effectively. Our approach is computationally efficient,
completely unsupervised, and requires but minimal preprocess-
ing. We demonstrate its effectiveness with an experiment involving
genuine driving-behavioral data from inertial sensors.

I. INTRODUCTION

Scene perception and interpretation is a key aspect of Intel-
ligent Transportation Systems (ITS). Truly intelligent vehicles
must be capable of developing a high-level understanding of
the traffic scene in order to drive safely and effectively amongst
human drivers as well as other intelligent vehicles. Acquiring
the necessary information is a challenging task since contextual
variables are not directly observable and must be inferred from
low-level data. There are many sensors available for measuring
the pose and dynamical state of a vehicle. There is, however, no
sensor capable of measuring the intent of the driver or his/her
level of awareness.

Human drivers possess an innate ability to reason about
their surroundings in a semantically meaningful way. On the
other hand, Advanced Driver Assistance Systems (ADAS) are
typically limited to a physical model of the vehicle and its
surroundings. This alone is not enough for long-term, anticipa-
tory driving. Forward-looking ADAS should also incorporate
driver semantics and contextual information, so as to generate
comprehensive feedback on the basis of potential risk, and
avoid conflicts with the driver’s intuitive perception.

Modeling of driving behavior has attracted a lot of atten-
tion over the years [1]–[5]. Studies have found that humans
tend to drive by switching between multiple simple control
laws, rather than by adopting a single, complex non-linear
strategy [6], [7]. This occurs not only while driving —many
other human activities can be decomposed into sequences of
motor primitives [8]–[10]. The switching mechanism reflects
humans’ decision-making process. Driving, in particular, can
be viewed as a sequence of decisions involving multiple levels
of abstraction. Driving primitives are the building blocks upon
which the hierarchy is built, and these primitives tend to have
linear, or near-linear dynamics [11]–[14].
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Assuming piecewise linearity, or near-linearity, we propose
a general method for segmenting low-level driving-behavioral
data into a sequence of driving primitives. We also demonstrate
how these segments can be clustered to form a language of
primitives quickly and effectively. The end result is a set of
patterns that captures typical driving behavior in a succinct
and semantically meaningful way. Our method is a fast and
cost-effective alternative to other, more sophisticated methods
that involve complex computational machinery, e.g. switched
auto-regressive exogenous models [12], or sticky hierarchi-
cal Dirichlet process Hidden Markov Models (HMMs) [14].
Furthermore, it is completely unsupervised (i.e. it requires no
manual labeling effort) and involves little to no preprocessing.

A. Paper outline

This paper is organized as follows. In section II we briefly
review related work on sequence segmentation. In section III
we revisit well-known the multivariate linear model, albeit
from a fully Bayesian perspective. In section IV we apply
Bayesian linear model theory to formulate the sequence seg-
mentation problem and derive a near-optimal algorithm for
solving it. In section V we present and discuss the results
of an experiment with inertial measurement data. Finally, we
conclude in section VI. Appendices A and B contain details
of specialized probability distributions needed for the Bayesian
treatment of the multivariate linear model.

II. RELATED WORK

Recent approaches to driver behavior modeling address the
sequence segmentation and clustering problems simultaneously
[4]–[7], [12]–[14]. The idea is to build a model that takes a
sequence of data, divides it into non-overlapping segments, and
at the same time groups each segment into a set of clusters.

Sekizawa et al. [12], and later Terada et al. [7], presented
piecewise auto-regressive models for capturing driving behav-
ior. Both groups of authors trained and tested their models on
simulated data only. Recently, Taniguchi et al. [13] introduced
a Bayesian non-parametric model for analyzing and predicting
driving behavior. Bando et al. [14] compounded Taniguchi’s
model with a Latent Dirichlet Allocation (LDA) model [15] in
order to obtain a higher-level clustering of the data.

While the results are promising, this sort of approach has
a number of fundamental limitations. First of all, it tends to
be computationally demanding due to the inherent complexity
of such sophisticated models [12]–[14]. In addition, its perfor-
mance suffers when the test scenario differs significantly from
where the training data were acquired. Last of all, it is not
clear how this approach can be adapted for online estimation.

What we propose is a divide-and-conquer approach. Specif-
ically, segment the data into a sequence of primitives based



on local statistical patterns, and then cluster these primitives.
This results in a sequence segmentation problem followed by
a clustering problem, both of which can often be solved more
efficiently than the combined problem. Since the segmentation
is local, it is insensitive to statistical differences in the data
caused by large environmental changes. Since the segmenta-
tion and clustering are decoupled, adapting them for online
estimation becomes feasible (cf. [16], [17] and [18], [19]).

A. Sequence segmentation

There is a substantial volume of literature on change-point
detection and sequence segmentation models [18]–[24]. These
models are designed to detect sudden changes in the underlying
structure of sequential data, e.g. DNA sequences [25], digital
speech signals [26], measurements of wind speed and direction
[27]. The idea is that the data follow a statistical model such
that its parameters are constant between each change-point,
i.e. within each segment. This is known as the Product Partition
Model (PPM) [28], [29].

Early work concentrated on techniques for generating sam-
ples from the posterior distribution over segment boundaries
[21], [23], and on Maximum-Likelihood (ML) estimation [22].
More recently, both Adams and MacKay [18] and Fearnhead
and Liu [19] introduced frameworks for recursive online es-
timation. Their work elegantly encapsulates all the ideas on
sequence segmentation with a well-defined probabilistic gener-
ative model. While Adams and MacKay focused on efficiently
propagating the posterior distribution over the change-point,
Fearnhead and Liu [19] addressed retrospective estimation and
approximate inference.

In this paper we extend the work of Adams and MacKay
[18], and Fearnhead and Liu [19]. The former do not consider
input-output data, and the latter analyze univariate response
data only. We develop a fully Bayesian model with multiple
inputs and outputs. We build our model on the basis of matrix-
variate distribution theory, providing a general, intuitive and
flexible parameterization.

III. BAYESIAN MULTIVARIATE LINEAR MODEL

In this section we revisit the widely known multivariate lin-
ear model and analyze it from a fully Bayesian standpoint, with
special emphasis on correlated variables. There is relatively
little treatment of these models in the literature. The prevailing
assumption is that all outputs are mutually independent, or at
least uncorrelated, given the inputs.

Assuming mutually independent outputs makes no differ-
ence in ML estimation. In the Bayesian case, however, it has
a significant effect since the prior distributions over the pa-
rameter penalize the scaling differently along each dimension
in parameter space. In addition, the inter-dependency amongst
outputs is often relevant in certain situations where we can take
advantage of naturally correlated variables in order to improve
predictive accuracy, e.g. multiple linear regression, vector auto-
regressive models.

A. Multivariate linear model

Consider a linear model with p input variables and q output
variables. Suppose that we receive input-output data in batches.

The kth batch consists of a pair of matrices Xk ∈ Rnk×p and
Yk ∈ Rnk×q containing nk data. Each row of Xk is a vector
with p inputs and each row of Yk is a vector with q outputs.
Processing data in batches, rather than one at a time, allows
us to work at a much lower frequency than the rate at which
data are being collected. This is critical in online estimation,
where the inference algorithm must operate in real time.

The multivariate linear model asserts a linear relationship
between the inputs and outputs in each batch. Mathematically,

Yk = XkA+WkB
1
2

for all k, where Wk ∈ Rnk×q is a random matrix with ele-
ments drawn from a white Gaussian noise process. A ∈ Rp×q

is the coefficient matrix and B ∈ Rq×q is the covariance matrix
of the noise.1 Together, A and B make up the parameters of
the linear model.

The linear model can be expressed more succinctly in terms
of the matrix-variate normal distribution. Specifically,

Yk|Xk,A,B ∼ Nnk×q (XkA, I,B) (1)

where I is the nk ×nk identity matrix. Nnk×p (XkA, I,B) is
a matrix-variate normal distribution with location XkA, row
scale I and column scale B (see appendix A for details).

B. Conjugate parameter priors

Our Bayesian treatment requires us to define prior distri-
butions over the model parameters A and B in (1). We select
the following conjugate prior distributions [30],

A|B ∼ Np×q

�
Λ0,Ω

−1
0 ,B

�
(2a)

B ∼ G−1
q×q (Σ0, ν0) (2b)

Λ0 ∈ Rp×q is a location matrix, Ω0 ∈ Rp×p and Σ0 ∈ Rq×q

are symmetric, positive-definite scale matrices, and ν0 > q−1
is the number of degrees of freedom. G−1

q×q (Σ0, ν0) is a matrix-
variate inverse gamma distribution with scale Σ0 and shape ν0
(see appendix B for details).

Λ0, Ω0, Σ0 and ν0 in (2a,b) are the prior hyper-parameters
of the model. They encode our subjective belief about A and
B before we observe any data. For example, Λ0 is the a priori
expected value of A and Σ−1

0 is the a priori expected value
of B−1, while Ω0 and ν0 control the spread of the distribution
around its mean. Uninformative priors, i.e. priors which have
a negligible influence on the posterior distribution, arise in the
limit Ω0 → 0 and ν0 → q − 1.

C. Parameter posteriors

Due to conjugacy, the posterior distributions over A and
B have the same mathematical form as their corresponding
priors in (2a,b). Let X1:k and Y1:k denote all the data up to
and including Xk and Yk, that is,

XT
1:k �

�
XT

1 . . . XT
k

�

YT
1:k �

�
YT

1 . . . YT
k

�

1B
1
2 is the upper-triangular Cholesky factor of B.



Given X1:k and Y1:k, the parameters are distributed as

A|B,X1:k,Y1:k ∼ Np×q (Λk,Ωk,Bk) (3a)
B|X1:k,Y1:k ∼ G−1

q×q (Σk, νk) (3b)

where Λk, Ωk, Σk and νk are the posterior hyper-parameters.

The posterior hyper-parameters are a function of the prior
hyper-parameters and the data. They can be expressed in closed
form as follows,

Λk = XX
−1

k XYk (4a)

Ωk = XX
T

kXXk (4b)

Σk =
1

nk
YY

T

kYYk (4c)

νk = nk (4d)

where XXk, XYk, YYk and nk are the sufficient statistics,
defined in (5a,b).

D. Sufficient statistics

The Sufficient Statistics (SS) summarize all the information
about the parameters contained in the data seen so far. Initially,
when the data are few, the SS are dominated by the prior hyper-
parameters. Eventually, as we receive more and more batches,
the data eventually “speak for themselves” and the SS become
effectively independent on the prior.

Note that (5a,b) lend themselves to recursive estimation.
XXk, XYk and YYk form an upper-triangular block matrix
that can be built recursively via a series of low-rank Cholesky
updates [31], [32], one per batch. The computational complex-
ity for the kth batch is O ((p+ q)nk).

E. Marginal likelihood of the data

The marginal likelihood of the data, or model evidence,
is the result of marginalizing out the model parameters in the
likelihood function. That is,

p (Y1:k|X1:k) =

� 


k�

j=1

p (Yj |Xj , θ)


p (θ) dµ (θ) (6)

where θ = {A,B}, µ is the product Lebesgue measure, and p
denotes the probability density functions corresponding to (1)
and (2a,b).2

The integral above can be evaluated analytically. The result
can be expressed in terms of a ratio of two constants, where
numerator and denominator are associated with the posterior
and the prior hyper-parameters, respectively,

p (Y1:k|X1:k) =
1

(2π)
pq
2

�k
j=1nj

ηk
η0

(7)

ηk and η0, in that order, are the normalization constants of the
compound distributions (3a,b) and (2a,b). They are given by

ηk =

�q
i=1 Γ

�
νk+1−i

2

�

det (Ωk)
q
2 det (Σk)

νk/2 (νk/2)
q νk/2

(8)

and similarly for η0. Γ denotes the gamma function [33].

2In the interest of clarity, we denote all probability mass/density functions
with the same symbol, p. The random variable alluded to should be clear from
the function’s argument and from the context.

F. Predictive distribution

Given X1:k and Y1:k, and a new matrix Xk+1, the predic-
tive distribution over Yk+1 is a matrix-variate t,

Yk+1|X1:k+1,Y1:k

∼ Tni×q

�
Xk+1Λk,Xk+1Ω

−1
k XT

k+1+ I,Σk, νk
�

(9)

The right-hand side denotes a matrix-variate t distribution with
location Xk+1Λk, row scale Xk+1Ω

−1
k XT

k+1+I, column scale
Σk and νk degrees of freedom (see appendix C for details).

The probability density function of the predictive distri-
bution can be evaluated in terms of the marginal likelihood.
Applying the definition of conditional probability, and taking
into account that Y1:k ⊥⊥ Xk+1|X1:k , we obtain

p (Yk+1|X1:k+1,Y1:k) =
p (Y1:k+1|X1:k+1)

p (Y1:k|X1:k)

=
1

(2π)
pq
2 nk+1

ηk+1

ηk
(10)

where we have used (7).

IV. SEQUENCE SEGMENTATION

In this section we apply the theory of multivariate linear
models to the problem of segmenting a sequence of input-
output data. Our key assumption is that, within each segment,
the data follow a Gaussian law where the conditional mean is a
linear function of the inputs and the covariance is constant. We
formulate the sequence segmentation problem as that of finding
the segment boundaries that maximize the overall marginal
likelihood of the data.

A. Definitions

Assume that the sequence of input-output data is a piece-
wise stationary process. In other words, suppose that there
exists a sequence s = (si) such that (Xk,Yk), si + 1 ≤ k ≤
si+1, is stationary for all i ≥ 0. Segmentation is the problem of
recovering this sequence. We now introduce a few definitions
that will allow us to formulate segmentation as an optimization
problem, and find an optimal solution.

Definition 1 (Segmentation). Let Sk be an ordered set of sub-
sequences of (1, . . . , k). Sk is a segmentation if: a) Sk forms
a partition of {1, . . . , k}; and b) every sub-sequence in Sk is
monotonically increasing.

Example. {(1, 2, 3) , (4, 5, 6, 7, 8) , (9, 10)} is a segmentation
of (1, 2, 3, 4, 5, 6, 7, 8, 9, 10).

Definition 2 (Reset-counting process). Let r = (rk), k ≥ 0,
be a discrete Markov process and h : Z → [0, 1]. We say that
r is a reset-counting process with hazard function h if r0 = 0,
rk+1 ∈ {0, rk + 1}, and

p (rk+1|rk) =
�
h (rk + 1) rk+1 = 0

1− h (rk + 1) rk+1 = rk + 1
(11)

Example. (0, 1, 2, 0, 1, 2, 3, 4, 0, 1, 2) is a possible realization
of a reset-counting process with jumps at k = 3 and k = 8.

Definition 3 (Induced segmentation). Let r = (r0, . . . , rk)
be a realization of a random reset-counting process. We say
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Fig. 1. Graph diagram of the segmentation {(1, 2, 3) , (4, 5, 6, 7, 8) , (9, 10)}
induced by (0, 1, 2, 0, 1, 2, 3, 4, 0, 1, 2). Nodes represent all the possible states
of the reset-counting process. Lines connecting the nodes indicate possible
transitions between states. The thick black line through the graph traces a
realization of the process; the segments induced by this realization are labeled
a, b and c.

that Sk = {(rj + 1, . . . , rj+1) : rj = 0, j = 0, . . . , k − 1} is
the segmentation induced by r.

Example. {(1, 2, 3) , (4, 5, 6, 7, 8) , (9, 10)} is the segmenta-
tion induced by (0, 1, 2, 0, 1, 2, 3, 4, 0, 1, 2).

Figure 1 shows a diagram illustrating the concepts defined
so far. The graph depicts all possible states of a reset-counting
process, and the transitions between them. The thick black line
is a realization of the process. Segments a, b and c comprise
the segmentation induced by this realization.

B. Problem formulation

Given the data, we wish to find the most likely segmenta-
tion Sk. In other words, given X1:k and Y1:k, we would like
to solve

max
Sk∈Sk

p (Y1:k|X1:k, Sk) p (Sk) (12)

where Sk is the set of all possible segmentations and

p (Y1:k|X1:k, Sk) =

|Sk|−1�

i=0

� 


si+1�

j=si+1

p (Yj |Xj , θi+1)


p (θi+1) dµ (θi+1) (13)

is the likelihood function. s = (si) is the sequence of segment
boundaries.

Note the similarity between (13) and (6). The likelihood
function in (13) is a product over segments, with each segment
having its own set of parameters. The parameters in different
segments are assumed to be independent. This is known as the
product partition model [28], [29].

The prior p (Sk) over segmentations is defined in terms of
definition 3. Let r be a realization of a reset-counting process
with hazard function h : Z → [0, 1]. Then,

p (Sk) =

k−1�

j=1

p (rj+1|rj) (14)

where Sk is the segmentation induced by r. (14) implicitly
defines a prior probability distribution over segmentations.

C. Hazard function

The reset-counting process models a counter that stochas-
tically resets itself to zero. Equation (11) in definition 2 states
that, at any point in time, the counter has two possibilities: it
either increases by one or resets to zero. The jump probability
is determined by the hazard function.

“Hazard” derives from the branch of statistics known as
survival analysis. Segments either survive or die; h (rk + 1) is
the probability that the current segment ends at time tk, and a
new one begins at time tk+1. The bigger the hazard, the larger
the rate of segment births and deaths.

D. Segmentation into linear models

Within each segment, the input-output data follow a linear
model. The parameters of each model are independent across
segments. If the last segment ended at time tk−i, then all data
from k− i+ 1 to k are independent of all prior data. That is,

Y1:k|X1:k, rk = i = Yk−i+1:k|Xk−i+1:k+1 (15)

for i > 0, where the equal sign denotes equality in distribution.

Let πk+1(i) denote the probability density of the predictive
distribution over Yk+1, conditioned on rk = i,

πk+1(i) � p (Yk+1|X1:k+1,Y1:k, rk = i)

From (10) and (15) we know that

πk+1(i) =
1

(2π)
pq
2 nk+1

ηk+1(i)

ηk(i)
(16)

where ηk(i) is computed similarly to (8), albeit from segment-
specific hyper-parameters.

Let Λk(i), Ωk(i), Σk(i) and νk(i) denote the segment-
specific hyper-parameters. Evaluating them involves maintain-
ing a set of segment-specific SS, namely XXk(i), XYk(i),
YYk(i) and nk(i). The mathematical form of these SS is
similar to (5a,b), except that they are computed with all data
from k − i+ 1 to k.



E. Dynamic programming

We now introduce a Dynamic Programming (DP) algorithm
for solving (12). The algorithm consists of two sets of recur-
sions: the forward pass and the backward pass. Starting from
λ0(0) = 1 and λ0(i) = 0 for i > 0, the forward pass iterates

λk+1(i+ 1) = (1− h (i+ 1))πk+1(i)λk(i) (17a)
λk+1(0) = max

1≤i≤k
h (i+ 1)πk+1(i)λk(i) (17b)

for k = 0 onwards and i = 0, . . . , k. The backward pass starts
from r̂k = argmaxi λk (i) and iterates

r̂k−1 =

�
r̂k − 1 r̂k > 0

jk r̂k = 0
(18)

downwards from k, where

jk = arg max
1≤i≤k

h (i+ 1)πk+1(i)λk(i)

is stored during the forward pass. This does not involve any
additional computation since jk is a byproduct of (17b).

The optimal segmentation is obtained from the results of
the backward pass. r̂ = (r̂j) in (18) is the most likely sequence
of states of the reset-counting process, and the segmentation
induced by r̂,

Ŝk = {(r̂j + 1, . . . , r̂j+1) : r̂j = 0, j = 0, . . . , k − 1} (19)

is the solution to (12).

The DP algorithm searches over all the possible paths in
figure 1. A brute-force approach is exponentially hard, since
there are 2k paths in the graph. DP breaks the problem down
and solves it incrementally by exploiting the structure of the
problem. It resembles the Viterbi algorithm, which computes
the most likely sequence of hidden states in a discrete hidden
Markov process. The key difference is that the input-output
data are not conditionally independent given the states. Rather,
the data follow a semi-Markov process, as implied by the
conditional independence properties in (15).

F. Algorithm and pseudo-code

Algorithm 1 shows pseudo-code for an implementation of
the Bayesian model-based sequence segmentation algorithm.
We have introduced shorthand notation for the the segment-
specific SS,

Uk(i) �
�

XXk(i) XYk(i)
0 YYk(i)

�

The function cholupdate in line 6 returns the upper-triangular
Cholesky factor of

Uk(i)
T
Uk(i) +

�
XT

kXk XT
kYk

YT
kXk YT

kYk

�

In our MatLab implementation we use the built-in function
cholupdate [31].

The inner loop in line 5 ranges over {1, . . . , k}. In theory,
this means that the computational complexity grows quadrati-
cally with k. In practice, however, many of the λk(i) in (17a,b)
are zero, or negligibly small. Typically, the support is constant
and the effective complexity grows only linearly with k.

accept: data, hazard function
1 Initialize λ0(i) = 0 for i ≥ 0
2 Compute and store η0(0)
3 for k ≥ 0 do
4 Initialize Uk+1(0) and nk+1(0)
5 for i = 1, . . . , k do
6 Uk+1(i+ 1) ← cholupdate

�
Uk(i) ,Xk,Yk

�

7 nk+1(i+ 1) ← nk(i) + nk

8 end
9 Compute and store ηk+1(i) for all i

10 With ηk(i) and ηk+1(i), evaluate πk+1(i) as in (16)
11 Propagate λk+1(i) according to (17a,b)
12 end
13 Backtrack according to (18)

return: optimal segmentation (19)

Algorithm 1. Bayesian model-based sequence segmentation

Our MatLab implementation of algorithm 1 is available
from [34], under the name bmoss.3 The source code includes
a test function that provides a quick demonstration.

V. EXPERIMENTAL RESULTS

In this section we present and discuss experimental results.
We take batches of multi-modal inertial measurements and split
them into approximately piecewise linear segments. Then, we
cluster the resulting segments to find typical driving primitives.

A. Raw data and preprocessing

For the experiment we mounted a suite of low-cost, strap-
down inertial sensors to the inside of a vehicle and collected
data while driving. The sensors are a 3-axis MEMS gyroscope
and an accelerometer, namely the L3G4200D and ADXL345
models; the vehicle is a Toyota RAV4. We collected a total
of over 137,000 data at an average rate of 172 Hz during a
13-min drive. We drove around the suburbs adjacent to the
campus at the University of Sydney.

We preprocessed the data as follows. First, we rotated the
raw inertial measurements from the sensor to the vehicle frame
of reference. The rotated data are aligned with the roll, pitch
and and yaw axes of the vehicle. Then, we estimated the sensor
biases and subtracted them from the data. This was the only
preprocessing involved.

B. Segmentation into piecewise linear trends

We grouped the measurements into batches of size 10, and
defined the input-output variables for the kth batch as

Xk =




t
(1)
k 1
...

...
t
(nk)
k 1


 Yk =




w
(1)
k a

(1)
k

...
...

w
(nk)
k a

(nk)
k




where tk is the time elapsed since the start of the experiment,
wk the rate of rotation around the z-axis, and ak the acceler-
ation along the x-axis. nk = 10 for all k. Superscripts index
different measurements within the batch.

3BMOSS stands for Bayesian model-based online sequence segmentation.
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Fig. 2. Dead-reckoning solution obtained by integrating the odometer and
gyroscope measurements. The line traces the vehicle trajectory. Circles along
the trajectory mark the boundaries of the segmentation found by the algorithm.

We ran algorithm 1 with a constant hazard function. A con-
stant hazard is equivalent to assuming a geometric distribution
over segment lengths. Geometrically-distributed lengths with
success probability δ leads to

h =
δ

1− δ

For instance, h = 10−2 gives δ � 1%, which corresponds to
a prior belief of roughly 1 segment every 100 batches. We
found that the segmentation results are insensitive to values of
δ between 0.1% and 10%.

We selected the prior hyper-parameters from a subset of the
data, in analogy with Carvalho’s Wishart g-prior for covariance
selection [35]. Specifically,

Λ0 =
�
XT

1:kX1:k + � I
�−1

XT
1:kY1:k

Σ0 =
1

�k
j=1 nj

(Y1:k −X1:kΛ0)
T
(Y1:k −X1:kΛ0) + � I

Ω0 = � I and ν0 = q − 1 + �, where � > 0. We set � = 10−5

in the experiment.

The algorithm took 11.8 s to execute, adding up to 86.1 µs
per datum. A total of 219 segments were found, each segment
lasting .6 s on average. The number of hypotheses at varied
between a minimum of 3 and a maximum of 7.

C. Dead-reckoning results

Figure 2 shows a plot of the dead-reckoning solution that
results from integrating the gyroscope measurements and the
pulses from the vehicle’s on-board odometer. The line traces
the trajectory of the vehicle thus calculated. The circles located
along the trajectory mark the boundaries between the segments
inferred by the algorithm.

The figure shows that segment boundaries tend to concen-
trate around corners and roundabouts. Intuitively, this reflects
the fact that maneuvers that involve turning are more complex,
i.e. less linear, than driving on a straight line.

D. Segmentation results

Figure 3 shows a plot of a 100-s interval of the output data
and the segmentation. The blue lines are the z-axis rotations
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(top) and the x-axis accelerations (bottom). Grid lines mark the
segment boundaries found by the algorithm. The solid black
lines depict the linear trends, obtained as the solution to the
linear regression equation within each segment.

Each segment in figure 3 is a driving primitive, i.e. a motion
pattern with near-linear dynamics. Within each segment the
combination of z-axis rotation and x-axis acceleration is either
constant or changes at an almost constant rate. At t = 450 the
vehicle is stopped at a traffic light. About 7 s later the driver
releases the brakes and starts to accelerate, then turns right at
the intersection. Each of these primitives is placed in its own,
separate segment.

E. Clustering results

Once we had the segmentation, we clustered the data with
a simplicial mixture model. Simplicial models are commonly
used in text-based information retrieval, e.g. for designating
topics for each document within a corpus based on their word
statistics. In our case, the documents are segments, and the
topics are typical driving primitives.

Unlike words in a document, inertial data are continuous.
We developed an extension of the LDA model [15] to continu-
ous data. Just like LDA, our extended model estimates the topic
proportions and the word-topic matrix. In addition, it estimates
a set of word-specific mixture components simultaneously. The
mixture components exist in Euclidean space, thus acting as an
interface between words and data. Our MatLab implementation
is available from [34], under the name brsmm.4

Segments are often a combination of different primitives,
just like a document often contains several different topics. For
example, this paper is about driving behavior and sequence
segmentation. The extended LDA model takes the segmented
data and returns the per-segment topic proportions, which tell
us how much of each topic is present in each document. The
proportions are shown in figure 4 for a model with 5 topics.

Figure 4 shows the dead-reckoning trajectory, colored by
topic. Each line corresponds to a segment, its color a convex
combination of 5 base colors, one per topic. The coefficients in
the convex combination are the topic proportions. Topics are

4BRSMM stands for Bayesian robust simplicial mixture model.
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categorical assignments chosen by the clustering algorithm. We
manually labeled them to reflect intuitive driving behaviors,
e.g. cruising, braking, turning. Compare this figure with figure
2, where the segments have no identity.

VI. CONCLUSION

We introduced a method for segmenting driving-behavioral
data into a sequence of primitives. We also demonstrated how
the segments can be clustered into typical driving primitives,
thus providing a meaningful high-level representation of the
data. Our approach is completely unsupervised and requires
only minimal preprocessing.

APPENDIX A
MATRIX-VARIATE NORMAL DISTRIBUTIONS

The matrix-variate normal is a probability distribution over
rectangular random matrices [36]–[39]. Let Λ ∈ Rm×n, and
let Ω ∈ Rm×m and Σ ∈ Rn×n be symmetric and positive-
definite. Then, X follows a matrix-variate normal distribution
with location Λ, row scale Ω and column scale Σ, noted

X ∼ Nm×m (Λ,Ω,Σ)

if its probability density function is

f (X) =
1

(2π)
mn
2 det (Ω)

n
2 det (Σ)

m
2

exp

�
−1

2
tr
�
Ω−1 (X−Λ)Σ−1 (X−Λ)

T
��

(20)

for all X ∈ Rm×m.

With the parameterization in (20) the location parameter Λ
coincides with the mean E [X], and Ω and Σ, in that order, are
proportional to the row- and column-wise covariance matrices,

Ω ∝ E
�
(X−Λ) (X−Λ)

T
�

Σ ∝ E
�
(X−Λ)

T
(X−Λ)

�

Note that replacing Ω → αΩ and Σ → Σ/α for any α > 0
leaves (20) untouched, hence the proportionality.

APPENDIX B
MATRIX-VARIATE INVERSE GAMMA DISTRIBUTIONS

The matrix-variate gamma and inverse gamma [38], [39]
are probability distributions over symmetric, positive-definite
random matrices. Let Σ ∈ Rn×n be symmetric and positive-
definite, and let ν > n− 1. Then, X follows a matrix-variate
inverse gamma distribution with scale Σ and shape ν, noted

X ∼ G−1
n×n (Σ, ν)

if its probability density function is

f (X) =
det (Σ)
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2 (ν/2)
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for all X � 0 and zero for all X � 0. Γ denotes the gamma
function [33].

APPENDIX C
MATRIX-VARIATE t DISTRIBUTIONS

The matrix-variate t is a heavy-tailed probability distri-
bution over rectangular random matrices [36]–[39]. Let Λ ∈
Rm×n, and let Ω ∈ Rm×m, Σ ∈ Rn×n be symmetric and
positive-definite. Then, X follows a matrix-variate t distribu-
tion with location Λ, row scale Ω, column scale Σ and ν
degrees of freedom, which we note as

X ∼ Tm×n (Λ,Ω,Σ, ν)

if its probability density function is

f (X) =
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i=1 Γ

�
ν+m+1−i

2

�

det (Ω)
n
2 det (Σ)

m
2 (πν)

mn
2

�n
i=1 Γ

�
ν+1−i

2

�

det

�
I+

Ω−1 (X−Λ)Σ−1 (X−Λ)
T

ν

�− ν+m
2

(22)



for all X ∈ Rm×n. Γ denotes the gamma function [33], and I
is the m×m identity matrix.

With the parameterization in (22) the location parameter
Λ coincides with the mean E [X] for ν > n, and Ω and Σ,
in that order, are proportional to the row- and column-wise
covariance matrices for ν > n+ 1,

Ω ∝ E
�
(X−Λ) (X−Λ)

T
�

Σ ∝ E
�
(X−Λ)

T
(X−Λ)

�

Note that replacing Ω → αΩ and Σ → Σ/α for any α > 0
leaves (22) untouched, hence the proportionality.
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